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Abstract—This paper investigates optimal power flow 
management problem in an electric vehicle charging station. 
The charging station is powered by solar PV and is tied to the 
grid and a battery storage system through necessary power 
conversion interfaces for DC fast charging. The optimal power 
management problem for EV charging is solved via 
reinforcement learning (RL). Unlike classical optimization 
methods such as dynamic programming, linear programming 
(LP) and mixed-integer linear programming which are limited 
in handling stochastic problems adequately and are slow due to 
the curse of dimensionality when used for large dynamic 
problems, RL does not have to iterate for every time step as 
learning can be done completely offline and optimal solutions 
saved in a lookup table, from which optimal control actions can 
be retrieved almost instantaneously. The optimization problem 
in this paper is defined as a Markov Decision Process (MDP) and 
a modified Q-learning algorithm that indexes both states and 
control actions in a hash-table (dictionary) fashion is used to 
solve it. The algorithm is tested with a typical load curve over a 
24-hour horizon. The simulations results demonstrate that the
modified Q-learning algorithm achieves higher total rewards
and returns a 14% lower global cost than the conventional Q-
learning formulation.

Keywords—Electric vehicles, charging station, 
reinforcement learning, renewable energy, Q-Learning. 

I. INTRODUCTION 

The substitution of internal combustion engine vehicles 
(ICEVs) with electric vehicles (EVs) has been proposed to 
reduce greenhouse gas emissions [1]. Current grids are still 
predominantly fossil fuel-powered, there is a need to shift 
from conventional fossil fuel-based power system to a clean 
fuel made of more renewable energy sources (RES) [2], [3]. 
Only under such conditions that supplying EVs with 
electricity from the grid will be sustainable. Solar and wind 
power have been used to charge EVs, but the cities are space-
constrained, hence RES will be insufficient on their own. 
Grid-tied RES with Battery Behind Meter (BBM) 
architecture has successfully been applied instead [2]. Solar 
PVs are more adaptive to the spatial limitation in cities. There 
is a need to develop optimal power management algorithms 
that will ensure EV loads are supplied at competitive 
charging rates while minimizing the cost of imported grid 
electricity and other operational costs such as battery 
degradation due to temperature and depth of discharge [3]. 

Optimal power management algorithms for BBM systems 
have been developed around the battery scheduling approach 
to control EV charging. In [4] the authors used linear 
programming with Model Predictive Control, classical 
(synchronous) dynamic programming (DP) has been 
employed in [5] and [6], and mixed-integer linear  

programming in [7]. These algorithms are limited in the size 
and complexity of problems they can solve and cannot handle 
stochastic problems. Global search methods like swarm 
intelligence-based methods and genetic algorithm-based 
techniques face problems of slow convergence and inability 
to operate online [8], [9]. The main problem with the battery 
scheduling approach is that it assumed that all power from 
RES must first pass through the battery and this is expensive 
when battery degradation cost is considered [10]. The battery 
scheduling approach has been used in [12]. However, the 
main issue with this approach is that it puts much stress on 
the battery and cannot handle additional energy sources. In 
[13], the authors proposed a priority list approach to solve the 
problem of energy management in the EV charging station. 
However, this approach suffers fundamental drawbacks in 
that it requires an optimal initial state of charge of the battery 
to be determined before the solution can be optimal, 
otherwise, the algorithm may give wrong priorities. The 
method only works with a static grid tariff and cannot handle 
the complexity that comes with a dynamic grid tariff.  

In the past, several algorithms have been used to solve 
Markov Decision Process (MDP). The oldest of them is DP 
which has traditionally been used to find optimal policies 
through value iteration provided the environment is 
Markovian in nature. A value function is initialized and 
successively evaluated and improved recursively using the 
Bellman equation until an optimal value function is achieved 
which satisfies the Bellman optimality criterion given in [11], 
from which an optimal policy can be obtained [12]. However, 
classical DP which is synchronous suffers from serious 
limitations related to the size and complexity of problems it 
can solve [14], [13]. 

Reinforcement learning (RL) is one of the most popular 
solutions for sequential decision-making problems. In RL, a 
learning environment is developed with states occurring 
sequentially, such that the current state contains all 
information required to get to the next state. Such an 
environment is said to be Markovian. A learning agent is 
designed to interact with the environment in stages and 
iteratively in order to obtain a policy that recommends the 
best action to take in each of the possible states. The 
environment has states which the agent observes, takes 
actions and receives feedback as to the goodness of the 
actions taken in the individual states [14]. RL algorithms that 
borrow from DP methodology include Monte Carlo learning, 
temporal difference (TD) learning and Q-learning [14][12]. 
Q-learning is similar to TD, however, unlike TD and Monte
Carlo learning which learn on-policy, it is an off-policy
method and imposes more relaxed computational demands
[15].  Unlike the methods used in [5], [9] and [10], that run
quasi-real-time, suffer computational speed problems and
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cannot adapt to the stochasticity of the power management 
environment, RL does not have to iterate for every time step 
as learning can be done completely offline and optimal 
solutions saved in a lookup table, from which optimal control 
actions can be retrieved almost instantaneously [16].  

In this paper, a power scheduling task for a solar PV-
based EV charging station tied to the utility grid and with the 
integration of a battery energy storage system (BSS) is 
performed using reinforcement learning (RL). The charging 
station’s daily operation has been expressed as a Markov 
Decision Process (MDP) problem and an asynchronous Q-
learning method that indexes both states and control actions 
in a hash-table (dictionary) fashion is proposed. The state 
space is accessed asynchronously, i.e., state-actions-set pairs 
are added as they occur, and the agent does not sweep through 
the entire state space in each episode. The algorithm is tested 
with a typical forecasted electric vehicle charging load curve 
and a PV generation profile over a 24-hour horizon. The 
simulation results show that the agent achieves higher total 
rewards using this method and returns about 14% lower 
global cost than the conventional Q-learning algorithm.  

The rest of this paper is organized as follows: Section II 
deals with the charging station model, section III outlines the 
mathematical formulation of the optimization problem, 
section IV deals with the MDP model of the problem, section 
V describes the RL solution, section VI deals with results and 
discussions and section VI presents the conclusions. 

II. EV CHARGING STATION

The charging station consists of a solar PV generator with 
a grid-tie supply, all interconnected through the necessary 
power conversion equipment. In EV charging stations, a 
common bus is necessary to maintain the same power level 
amongst all the plugged-in chargers [17]. The DC bus system 
has a common DC link with a common DC voltage so that all 
other supplies are connected to it through an appropriate 
power conversion device. The grid, the PV generator and the 
battery storage are linked to the DC bus through appropriate 
power conversion equipment, and the solar PV generator is 
linked to the DC bus by an MPPT enabled boost convertor, 
and the BSS is also linked through a bidirectional DC to DC 
converter. Fast charging is done at DC voltages, thus, the DC 
link enables connection of the power sources the electric 
vehicle charging equipment through only one boost converter 
[17].  The optimization task assumes that the PV, the station’s 
load profile and the day-ahead tariff have been forecasted and 
are fed into the algorithm for scheduling purposes.  

III. MATHEMATICAL FORMULATION

The optimization problem can be viewed as a stochastic 
battery scheduling or unit commitment problem [18]. In the 
battery scheduling formulation, the solver is designed to 
consider the load, the RES output and the grid tariff at every 
time step and find the optimal schedule of BSS state of charge 
(SoC) from an initial SoC to the final value at the end of the 
optimization. The SoC schedule determines the amount of 
power to be supplied to or taken from the battery at every 
time step. The solver then considers the load and commits the 
remaining RES output to supply the load. The excess RES 
generator output is then sent to the grid whereas if there is a 
deficit, power is purchased from the grid. This formulation 
can be found in [10], [19] and [20]. A major challenge with 
this formulation is that it causes much strain on the battery 
and results in higher cost of degradation, thus, the resultant 

schedule may not be optimal. The unit commitment 
formulation considers each source as a separate unit with the 
battery as a special unit that can absorb or generate power 
(prosumer). The optimal schedule is determined for all the 
units simultaneously as described in [5] and [31]. In this 
paper, the unit commitment formulation is adopted. 

The key purpose of the optimal scheduling task is to 
minimize the operative cost of supplying a given charging 
station’s load profile within system constraints. The 
algorithm will take into account the cost incurred in 
purchasing from the utility grid and the BSS degradation cost 
The instantaneous amount of energy in the BSS is given by (ݐ)ܧ = ܧ(݇)ܥܵ  where SoC(t) is the measured or estimated 
state of charge and ܧ  is the battery energy at full charge. At 
every time step, the power balance equation is given by: 

ܲ(ݐ) = ܲ௦௦(ݐ) + ܲ(ݐ) + ܲ௩(ݐ),			 	(1) 

where  ܲ(ݐ) , ܲ௦௦(ݐ) , ܲ(ݐ)  and ܲ௩(ݐ)  are the 
instantaneous charging station’s load, battery power, grid 
power and the PV power. ܲ(ݐ) and ܲ௩(ݐ) are forecasted 
values, while ܲ௦௦(ݐ) and ܲ(ݐ) are a result of the algorithm’s 
decision every time step. Therefore, the instantaneous cost of 
the decision, (ݐ)ܥ, is given by: (ݐ)ܥ = (ݐ)ܥ 	+ 			,(ݐ)್ೞೞܥ 	(2) 
where ܥ(ݐ)	 is the cost of power purchase from the grid and ܥ್ೞೞ(ݐ) is the cost of battery degradation as a result of charge 
or discharge operations. The battery power is taken to be 
positive when discharging and negative when charging. The 
cost of degradation is assumed to be independent of the 
direction of power flow in the battery. The grid power is taken 
to be positive when it is supplying power and negative when 
it is absorbing power from the charging station. For 
simplicity, the revenue from power export to the grid has 
been ignored.  

The objective function of the optimization problem is 
given by: 

(௧௧ܥ)	݊݅ܯ = (ݐ)ܥቂ	݊݅ܯ + ቃ(ݐ)್ೞೞܥ ,			 	(3)்
௧ୀ  

in which T is the total number of time-steps in the 
optimization period, in this case, 24-hours. The above 
equation is limited by power equilibrium at the DC bus of the 
electric vehicle supply equipment, battery state of energy 
boundaries, ܵܧ ≤ (ݐ)ܧܵ ≤ ௫ܧܵ , battery power 
limits, ܲ௦௦ ≤ ܲ௦௦(ݐ) ≤ ܲ௦௦௫ and the value of power from 
the utility constraint, ܲ ≤ ܲ(ݐ) ≤ ܲ௫ . The grid power 
constraint is governed by a contract between the charging 
station (CS) owner and the distribution system operator [23].  

If  a dynamic tariffing regime is considered, the cost of 
energy import from the utility grid scheduled for every time 
step is given by ܥ(ݐ) = 	(ݐ)௧ܩ ܲ(ݐ)∆ݐ, where ܩ௧(ݐ)	 is the 
cost per kWh of power from the grid and ∆ݐ is the time-step 
size, in this case, 1-hour. The cost of drawing power from or 
storing power in the BSS is given by ܥ್ೞೞ(ݐ) =ܲ௦௦(ݐ)ܥௗ(ݐ)∆ݐ, where ܥௗ(ݐ) is the cost of degradation and 
has been derived in [10] and [24]. This is given in (4).  



ௗܥ = ݔ௧݉ܽܥ ቐቌන ௧(ܶ)௧ܮܻݐ݀
௧ ቍ , ൬൬ ൰(ଶܦܦ)ܮ1 − ൬ ൰൨൰(ଵܦܦ)ܮ1 , ቆ݉ܵܥ௩ − ݀ܳௗ݊ ܻ ቇቑ (4) 

where ܥ௧  is the battery purchase price per kWh, ݐ  and ݐ 
are initial and final battery operation time for charge or 
discharge operations,  ܻ  is the number of hours in a year, ܮ(ܦܦ) is the number of  cycle lives of the battery at ܦܦ (ܶ)௧ܮ  ,  is the battery life as a function of battery ambient 
temperature [25], ܳௗ is the capacity fade at battery end of 
life, ܵܥ௩  is the average SoC and ݉ , ݊  and ݀  are curve 
fitting constants. The degradation equation has been derived 
in [10]. 

IV. MARKOV DECISION PROCESS  

For the scheduling task to be performed using 
reinforcement learning, it has to be defined as a Markov 
Decision Process (MDP). With a Markov property for the 
states, the learning agent does not need the memory of 
previous events, but a single set of state variables for the 
current state is assumed to contain all the information the 
agent needs to make the right decision. Thus, MDPs are an 
accepted essential construction for reinforcement learning 
[26]. An MDP consists of a set of states within a predefined 
state space and a set of actions defined for each state and is 
normally used to formalize chronological decision making. 
For every state, there is a known stationary state transition 
function (or probability) that leads the agent to the next state 
once it takes an action in the current state [27]. Also, for every 
action, there is a defined reward (reinforcement) function that 
measures the immediate value of the action taken. The reward 
function holds the objective of the agent at every state. In this 
case, the reward is related to the cost minimization function 
of the EV charging operation.   

A. State and State Space 

The system state, ݔ  defined as the 
set 	൛݇, ܲ , ܲ௩ , ,௧ܩ ൟܧ , where ݇  is the state index, also 
representing the time-step index: ݇ = 0,1, … , ܶ − 1, in which 
T is the number of states in one episode of scheduling, ܲ  is 
the charging station’s instantaneous load at ݇, ܲ௩  is power 
from the PV generator at ݇, ܩ௧ is the cost per kWh of power 
from the grid at ݇, while ܧ is the BSS energy at k. The state-
space is thus defined as a union of all the set of states in T: ߯ = ݔ ∪ ଵݔ ∪,… ,∪  .ଵ [18], [23]ି்ݔ

B. Action and Action Space 

An action represents the decision that the agent is 
supposed to make at any given state. Every state has a list of 
allowed decisions that define the action space for that state. 
In this scheduling problem, the action is the decision on what 
amount of power is to be drawn from or absorbed by the 
stationary battery, the amount of power to be imported from 
the grid. Thus, the action at a time ݇ is consequently defined 
as ܽ = ൛ ܲ௦௦ , ܲൟ . The action space is defined here as a 
dependent on the state variables: ࣛ =  Thus, possible .(ݔ)݂
actions are limited by the grid power and battery energy level 
according to: ܲ ≤ ܲ ≤ ܲ௫  as well as ܧ ≤ ܧ −ܲ௦௦ ݐ∆ ≤ ௫ܧ . Therefore, to define the action space for 
every state, the power deficit, given by ∆ ܲ = ܲ(݇) −ܲ௩(݇) is calculated. Given this value, the system computes 
all possible combinations of ܲ௦௦ 	ܽ݊݀	 ܲ  such that ∆ ܲ =ܲ௦௦ 	+ ܲ .  

The limitation of the action space to a set of feasible 
solutions within the boundaries helps the agent to avoid 
exploring decisions which the designer already knows are not 
candidate solutions according to the system constraints. This 
reduces the problem to that of looking for optimal actions 
within an action space that is within the boundaries and 
improves the performance of the algorithm as will be seen in 
section VI. Consequently, the set of all state-dependent action 
spaces defined by, ࣛ = ࣛ ∪ ࣛଵ ∪,… ,∪ ்ࣛିଵ , gives the 
full set of the agent’s action space.  

C. State Transition Function 

After the learning agent takes an action, there is a need for 
a state transition function that takes the agent to the next state. 
As stated before, in an MDP with Markovian property, the 
next state is dependent on the current state and not the 
sequence of actions that led to the current state. In partially 
observable MDPs, the agent does not have full access to 
states but just observations that relay limited information of 
the states, and the agent’s experience of these observations 
form the agent state [28]. The next agent state may then be 
derived from the experience of the next observations. In this 
case, the MDP is fully observable. The state transition is 
defined as: ݔାଵ = ,ݔ)݂ ܽ, (ାଵݔ  [14], where ݔାଵ  is the 
vector containing the system inputs for the following state 
with the values of load ܲାଵ, the PV generator output ܲ௩ାଵ, 
and the grid tariff ܩ௧ାଵ as well as updated energy level of the 
BSS given by ܧାଵ = ܧ ± ܲ௦௦ ݐ∆ . The state transition is 
thus deterministic such that the next state ݔାଵ is defined as 
follows (5). ݔାଵ = ൛݇ + 1, ܲାଵ, ܲ௩ାଵ, ,௧ାଵܩ  ାଵൟ        (5)ܧ

D. Reward Function 

A reward is any scalar quantity that is meant to relay the 
purpose of the learning algorithm to the agent. Appropriate 
“reward engineering” is essential to link the agent’s actions 
with the objective of the algorithm [29]. The reward is 
defined as: ं(݇) = ,ݔ)݃ ܽ, (ାଵݔ . The intention of the 
learning process is to minimize the cost of power purchase 
from the utility grid and lessen strain on the BSS by reducing 
the degradation. Consequently, the reward function for this 
purpose is given by (6) as: ं(݇) = (ݐ)ܥ1 + (ݐ)್ೞೞܥ + 1																																													(6) 
In equation (6) above, the reward is defined as the inverse of 
the cost so that while the agent learns to maximize this 
reward, it minimizes the cost. The addition of 1 helps to avoid 
division by zero in situations where the instantaneous cost is 
zero.  

V. Q-LEARNING SOLUTION OF THE MDP  

A. Introduction to Reinforcement Learning 

In reinforcement learning, an agent is modelled to make 
optimal decisions by interacting with the environment in 
sequentially and iteratively. In each environment’s state, the 
learning agent witnesses the state of the environment, takes an 
action, gets to the following state, and receives a scalar 
quantity as a reward. The goal of this software agent is to 
optimize its cumulative expected discounted returns. In the 
process, the agent obtains the knowledge of a policy that maps 
every state to the best action [15] [14]. Generally, if an agent 



visits a state ݔ, performs an action endorsed by a policy, π, and 
thus transits to the next stage ݕ, the value the new state may 
be computed by (7). ܸగ(ݔ) = ((ݔ)ߨ)ݎ + ߛ ௫ܲ௬ሾ(ݔ)ߨሿܸగ(ݕ)			 		(7)௬  

where ((ݔ)ߨ)ݎ  is the instantaneous return, ௫ܲ௬  is the state 
transition probability, ܸగ(ݕ) is the value of state y and  ߛ ∈(0,1) is the discount factor, which controls the value of future 
returns in the current state . Equation (7) means that the value 
of an action in a state is the immediate reward plus the total 
expected discounted reward in upcoming states that the action 
leads to. R. Bellman [11] established that there is at least one 
optimal policy, ߨ∗ , for which the state value given by (8) 
below is the best the agent can achieve in the state ݔ (ݔ)∗ܸ	: = ܸగ∗(ݔ) = ܽݔܽ݉ ቐݎ(ܽ) + ߛ ௫ܲ௬ሾ(ݔ)ߨሿܸగ∗(ݕ)௬ ቑ						(8)	 

In Q-learning, though, the agent is ignorant of these 
values in advance, but still acquires the knowledge of the 
optimal policy, ߨ∗, mapping every state to the optimal action 
by using the state-action value function. The state-action 
value function, ܳ(ݔ, ܽ)  is the state-action value, such that 
,ݔ)ܳ :[30] ܽ) = (ܽ)௫ݎ + ߛ ௫ܲ௬ሾ(ݔ)ߨሿܸగ(ݕ).௬ 		 	(9) 
The optimal Q-value for the optimal policy is such 
that:	ܳ∗(ݔ, ܽ) = ܳగ∗(ݔ, ܽ), ݔ	∀ ∈ ߯, ∀ܽ ∈ ࣛ. If we can have 
all the Q-values of all permissible actions in any state ݔ , 
performed enough times, then the action that maximizes the 
Q-value in a given state is the optimal action. The optimal
state-action value for a minimization problem is given by:ܳ∗(ݔ, ܽ) = ߨ݊݅݉ ܳగ(ݔ, ܽ), ݔ	∀ ∈ ߯, ∀ܽ ∈ ࣛ.	 			(10) 
so that the optimal policy in state ݔ is defined as: (ݔ)∗ߨ ,ݔ)∗ܳࣛ∋݊݅݉݃ݎܽ= ܽ).  That means the optimal action in that 
state is such that ܳ∗(ݔ, ܽ∗) > ,ݔ)ܳ ܽ), ∀	ܽ ≠ 	 ܽ∗ . The 
optimal action, ܽ∗, for the state ݔ, is referred to as the greedy 
action, ܽ. 

During each episode, the agent gets to each of the states ݔ,  action space, ࣛ, and using a given selection strategy, 
chooses an action ܽ and as a result, transits to the next state ݔାଵ, receiving an instant reward, ं = ,ݔ)݃ ܽ,  ାଵ). Thenݔ
the Q-values are adjusted as given in (11) below [30]. ܳାଵ(ݔ, ܽ) = ܳ(ݔ, ܽ) + ,ݔ)݃ൣߙ ܽ, (ାଵݔ ,ାଵݔ)ೖశభܳݔܽ݉ߛ+ ܽାଵ) − ܳ(ݔ, ܽ)൧ 	(11)     
where ߙ ∈ (0,1) is the learning rate which controls the extent 
of modification of Q-values, ܳ(ݔ, ܽ) is the current Q-value, ܳାଵ(ݔ, ܽ)  is the next Q-value while ߛ ∈ (0,1)  is the 
discount factor. If ߙ is sufficiently small,	ܳ converges to ܳ∗ 
after enough iterations. If the present state is a final state, then 
there is no following state in the episode, therefore, the Q-
value is updated according to equation (12). ܳାଵ(ݔ, ܽ) = ܳ(ݔ, ܽ) + ,ݔ)ሾ݃ߙ ܽ, (ାଵݔ −ܳ(ݔ, ܽ)ሿ								 			(12)

As the agent selects an action from the action space, there 
is a necessity to balance exploration with exploitation. 
Exploration helps evade being stuck in a local extremum 
while exploitation enables convergence in later stages. The 
common strategies for balancing exploration with 
exploitation are to use the ߳-greedy,  the pursuit method or 
the Boltzmann’s SoftMax method [18], [31]. We consider the ߳-greedy method due to its ease of implementation. In the ϵ-
greedy algorithm, the greedy action has the probability 1-	ϵ, 
for ϵ ∈ (0,1), of being chosen in every given episode, while 
the rest of the actions in the action space, ࣛ , have the 
probability ϵ of being chosen by the agent. [32].  We also 
used exponential decay function this gradual cut so that in 
every episode, the value of ϵ is updated thus: ߳ = ݉݅݊_߳	 	߳_ݔܽ݉)− − ሼ−ℂݔ݁(߳_݊݅݉ × ݊ሽ , where ݉݅݊_߳  is the 
minimum value of ϵ, ݉ܽݔ_߳	is the maximum value of ϵ, ℂ is 
the cooling constant and n is the sum of all episodes.  

B. Algorithm 1: Conventional Q-Learning

In the conventional Q-learning, a Q-table is defined for
the entire state-action space before learning begins as a state 
by possible actions matrix. The action space is fixed to a set 
of possible actions for all the states. The agent, thus, accesses 
the states sequentially and synchronously, each time selecting 
an action and the Q-value for the state-action pair is updated. 
The Q-table for the conventional Q-learning is illustrated in 
Table 1 below. The Q-learning algorithm has been described 
in [12], [14] and used for energy scheduling in [20]. The flow 
of events in the conventional Q-learning is shown in Fig.1 
below.  

TABLE I.  CONVENTIONAL Q-TABLE 

State/Action a1 a2 a3
s1 Q(s1, a1) Q(s1, a2) Q(s1, a3) 
s2 Q(s2, a1) Q(s2, a2) Q(s2, a3) 

Fig. 1: Conventional Q-learning Algorithm 



In this case, the possible actions are the battery states of 
energy from the minimum value of 10kWh to a maximum 
value of 100kWh (as shown in Table 2) in steps of 10kWh. 
At every time-step, the algorithm’s agent observes the current 
state (as described in section IV part A) and decides the next 
battery energy level. This decision is used to calculate the 
amount of power to be supplied to the battery to meet the 
agent’s recommendation. Thereafter, given the current value 
of PV power, the power balance equation (1) is used to 
determine the amount of power to be purchased from or 
supplied to the grid. The cost of battery degradation and grid 
power purchase are then calculated. The system state is then 
updated according to equation (5). Using the computed cost, 
the reward is calculated as given in equation (6) and the Q-
value of the action taken is then updated as given in (11) or 
(12) depending on whether the current state is terminating
state.

C. Algorithm 2: Proposed Modified Q-learning algorithm

In this paper, a hash table approach is used. In this
method, the Q-table is initialized as an empty hash table into 
which states are added as keys, with dictionaries of the 
allowable actions and their initial Q-values, as values. The Q-
table therefore becomes a nested dictionary, with states 
indices as keys. States are added as they occur during 
learning, hence avoiding states that are never visited by the 
agent.  

To solve the scheduling problem already defined as an 
MDP, an empty hash table (or a dictionary data structure in 
Python programming) is first created. At the beginning of the 
learning, the algorithm reads the time and load forecast, PV 
generation forecast and grid tariff values for that time and 
returns an incomplete state vector. The initial battery energy 
is appended to the vector to get a complete state vector. The 
elements of the state vector are then joined to form a single 
state identity and added to the empty dictionary. If this state 
had not been in the table, all the possible actions associated 
with it are computed as described in section IV part B with 
all Q-values initialized with zeros. An action is selected using 
the ϵ-greedy policy and implemented. The next state is then 
found, followed by the reward computation and the Q-value 
for the state-action pair is updated using equation (11) or (12) 
depending on whether it is a terminating state. As such, only 
states that the agent has visited are added to the table with 
their possible actions. The learning process is asynchronous 
because the agent does not sweep through the entire state 
space in each episode. The algorithm is shown in Fig. 2. 

D. Algorithm 3:  Policy Retrieval

At the end of the learning progression, the policy retrieval
for both algorithms is done using the algorithm in Fig. 3. 

VI. RESULTS AND DISCUSSIONS 

A. Input Data

An illustrative 80kW, grid-tied, PV-powered, EV fast CS
with a maximum PV output of 70kW has been considered as 
shown in Fig. 4 [23]. Contingent on the instantaneous 
charging station’s load, when the PV generation is 
insufficient to supply the charging load, it is complemented 
by the power bought from the grid and when the PV output is 
in surplus, the additional energy is supplied to the grid. Also, 
as can be seen in Fig. 4, the grid tariff is dynamic.  

Fig. 2: Proposed Asynchronous Q-learning Algorithm 

Fig. 3: Policy retrieval algorithm 

Fig. 4: Input data: load, PV and grid tariff profiles 



It is assumed that this grid tariff profile is communicated to 
the charging station’s operators in advance for this scheduling 
task to be performed.  

The learning parameters for both algorithms were 
selected as shown in Table II below. The original exploration 
rate has been chosen to be 1.0 to ensure that the search space 
is maximumly explored. The learning rate was chosen by trial 
and error and a value of 0.001 was chosen for α.  Higher 
values of α like the normally selected value of 0.01 produced 
a poor convergence for both algorithms. A discount factor of 
1.0 was selected to give the future rewards equal value as the 
current rewards.  

TABLE II.  LEARNING HYPERPARAMETERS 

Hyperparameter Chosen value

Epsilon (ϵ) 1.0 

Learning rate (α) 0.001 

Discount factor (γ) 1.0 

The simulation parameters are given in Table III below.  

TABLE III. SIMULATION PARAMETERS 

Parameter Symbol Values

Minimum/Maximum grid 
power ܲ/ ܲ௫ -50/90kW 

Timestep ∆1 ݐhour 

Battery capital cost ܥ௧ $400 

Battery capacity ܧ 100kWh 

Initial battery energy ܵܧ 50kWh 

Minimum battery energy ܧ 10kWh 

B. Convergence Analysis: The Cost and Reward Learning
Curves

Fig. 5 and Fig. 6 show the episodic cost profile for the
proposed asynchronous Q-learning and the conventional Q-
learning algorithms respectively for 15000 learning episodes. 
The moving average values are calculated every 50 episodes. 
It can be seen in both Fig. 5 and Fig. 6 that the raw and 
average costs for both algorithms start at high values in earlier 
episodes between 0 and 2000 and reduce to lower optimized 
values in the later episodes beyond 2000. This is because, in 
both algorithms, the initial exploration rate has been set to 1.0 
(as shown in table 1), i.e., all the possible actions have equal 
probability of being selected, thus learning agent begins by 
exploring the action space because each action’s probability 
of being selected is 1.0. When the policy was retrieved, the 
optimal episode for the proposed Q-learning method returned 
14% lower global cost than the conventional Q-learning 
method as shown in Table IV.  

TABLE IV. GLOBAL COSTS 

Algorithm Global cost

Conventional Q-learning $209 

Proposed method $179 

Fig. 5: Episodic cost variations for the proposed asynchronous Q-learning 

Fig. 6: Episodic cost variations for conventional Q-learning 

Fig. 7 shows the comparative plot of the moving average 
episodic cost profiles for the two algorithms. As can be seen 
in the figure, the proposed asynchronous method starts at a 
lower initial average cost of about $300 and finishes at a 
value of about $200, compared to the conventional Q-
learning that starts from a higher value of about $360 and 
finishes at an average of about $240. This is because the 
proposed method has its action space limited to just those set 
of values of grid power and battery power that meets the load 
demand. Therefore, the power balance constraint given in (1) 
is imposed before the actions are taken. As a result, its 
learning is constrained and well guided, thus preventing it 
from losing track. That is unlike the conventional Q-learning 
approach that uses an approach similar to the battery 
scheduling method in which the power balance is ensured 
only after the agent takes the action, leading to the collection 
of bad experiences that causes it to lose track. Although both 
algorithms converge, the proposed method converges at a 
lower global cost.  



Fig. 7:  Episodic average cost variations for both algorithms on one axis 

Fig. 8 shows the learning curves for both the conventional 
Q-learning method and the proposed asynchronous method.
It can be seen that the proposed method learns faster and
achieves higher average episodic total rewards than the
conventional Q-learning method. This difference is also as a
result of constraining the action space for each state in the
proposed method that causes it to only meet experiences that
are within the power balance equation (1).

Fig. 8: Learning curves for both algorithms on one axis 

C. Optimized Power Schedule Obtained from the Proposed
Asynchronous Q-learning Method

At the end of the learning period, algorithm 3 described
in section V part D is used to extract the optimal episode 
using the greedy policy. The greedy policy returns the action 
with the highest Q-value in every state throughout the 
optimization horizon. In this subsection, the power schedule 
derived from the optimal episode obtained from the proposed 
method is discussed. The cost minimization actions 
recommended by the asynchronous algorithm at various 
times within the episode are identified and explained. 

Fig. 9 shows the power schedule for both the battery and 
the utility grid plotted alongside the input PV, grid tariff and 
the charging station’s load profiles. Fig. 10 is a plot of the 
optimized battery energy profile for the same optimization 
period. To minimize the cost of supplying the charging 
station’s load, the algorithm is designed to use the following 
strategies: 

1. maximize the self-consumption of the PV
generated power,

2. utilize less of grid power when the tariff is high
and more of it when the tariff is low.

The first strategy is implemented by charging the battery 
when the solar PV generation is high and using the stored 
energy when there is low PV and the grid tariff is high. The 
battery and grid power are positive when supplying power to 
meet the charging station’s load and negative when absorbing 
power from the station’s common DC bus. It should also be 
noted that the battery energy changes according to a charge 
or discharge action in a previous hour, thus, there is a time 
difference of 1 hour between the battery power changes and 
the corresponding battery energy changes.  

The second strategy is executed by scheduling high grid 
power intake when the tariff is low and reducing the purchase 
of grid power when the grid tariff is high.   

It can be seen from Fig. 9 that the grid power intake is 
high between 10th and 12th hours and between 17th and 21st 
hours when the grid tariff is cheap. However, when there is 
low PV generation and the battery is energy is low between 
the 5th and the 7th hour (see in Fig. 10), the algorithm 
schedules the purchase of the grid power to meet the station’s 
instantaneous load, even though the grid tariff is high at these 
times.   

Fig. 10 displays a general discharge from the beginning 
up to the 6th hour when a charge decision is occasioned by the 
load dropping to zero at a time when the grid tariff is low. 
From 7th hour, the battery power goes to negative when the 
PV is high up to the 12th hour and the battery energy starts to 
rise as shown in Fig. 10. Before the 10th hour, the battery 
charging is slow as most of the generated PV is being used to 
supply the load due to the high grid tariff. This is followed by 
a sharp rise in the charging rate from 10th to 12th hour. At 
other times, the battery may only be charged if the grid tariff 
is very low to take advantage of the cheap grid power. The 
stored energy of the battery is used when the grid tariff rises, 
and the PV power drops. This can be observed from the 16th 
hour when the battery energy drops sharply. Some 
instabilities may be noticed due to the dynamic nature of the 
tariff as seen between the 18th and 20th hour.   

Fig. 9: Optimized power schedule alongside the input PV, load and grid 
tariff profiles 



Fig. 10: Optimized battery energy schedule 

VII. CONCLUSION

In this paper, a modified Q-learning algorithm has been 
used for power management in a grid-tied PV/battery electric 
vehicles fast-charging station. The costs considered comprise 
the cost of power purchased from the grid and the cost of 
battery degradation due to temperature, depth of discharge 
and average state of charge. The algorithm is compared with 
the conventional Q-learning method. The simulation results 
show that the agent of proposed Q-learning method learns to 
achieve higher total reward and returns about 14% lower 
global cost than the conventional Q-learning algorithm. 
Future research on this problem will focus on the use of deep 
reinforcement learning techniques to overcome the curse of 
dimensionality and lack of policy generalization associated 
with Q-table based learning methods.  
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